



Compliance Tracking for InfoSphere Optim
       Terabyte Offerings
2023-08-22
V1.7

Optim Terabyte Offerings
The InfoSphere Optim optionally licenses its core Solutions using the per Terabyte price metric.  Those Solutions that are TB licensed include as part of their name the words “Enterprise Edition” or “Workgroup Edition”.
Optim’s TB priced Solutions include:

· Archive (sometimes called Data Growth)
· Test Data Management
· Data Privacy (sometimes called Data Masking)
For these Optim Solutions, terabytes are counted as follows:
· Archive is priced based on the total actual amount of uncompressed data being archived or retired into Optim Archive Files.     
· The simplest way to determine this volume of data for a single archive operation is to find the number of uncompressed user data bytes in the Archive request report.  

· The name of the statistic in the report differs slightly between Optim native z (ISPF interface) and Optim Distributed, see the Archive report example the appropriate section below.  

· The statistic’s names are “Archive File Data Byte count” and “Archive File Data Size” in Optim z/OS and Distributed, respectively.
· Test Data Management and Data Privacy (TDM &DP) are priced based on the overall amount of uncompressed data in the data sources (usually the Production database tables) which are being managed by the Optim Software.  
· TDM & DP TBs are more difficult to estimate than Archive TBs, and it is difficult to provide a single way to measure compression, because:

· Optim TDM & DP measure the total size of the user application data.

· Optim TDM is rarely used on an entire table—it is usually used only on a subset.  So Optim statistics like the total uncompressed user data processed is not the total volume of the pricing metric.
· Optim supports MANY data sources.  For each data source there is most likely a number of ways to calculate compression.  Even one database will have different release levels with different tools or utilities, and with different information about data compression.  The same one database, at any particular release level, will have different user options available in regard to what DBMS statistics are gathered and when.  

· When counting terabytes for TDM and Data Privacy, the following should NOT be counted: 

· Free space, space metadata, and other metadata in data pages

· Indexes, hash access maps, and other high performance access method data

· DBMS log files

· Data managed in environments for the sole purpose of validating Optim functionality

· Data in Disaster Recovery environments (unless the backup is active and both the primary and backup are used as a direct data source for Optim.)

· Backup copies of the source data (unless used as a direct data source for Optim) 

· Storage used to keep the application code itself

· Copy storage pools for the space-managed data that reside on removable media.
Definitions
Definition of Terabyte 
A Terabyte is 2 to the 40th power bytes. 
Please note: There are two different, commonly used English language definitions for 1TB: two commonly used definitions of 1 TB: 1012 and 240 = 1 099 511 627 776 bytes .  
For both Terabyte and Gigabyte pricing, Optim uses the “power of two” definition.  This definition is explicitly described in the product License Information for each product.  Using the wrong definition will translate to a significantly higher price of over 7% for GB pricing and almost 10% for TB pricing.

Definition of Compression Ratio

The following definition is taken from the Wikipedia entry for “Data Compression Ratio” as of August 13, 2015:  (https://en.wikipedia.org/wiki/Data_compression_ratio)

Data compression ratio is defined as the ratio between the uncompressed size and compressed size:[1]

 HYPERLINK "https://en.wikipedia.org/wiki/Data_compression_ratio" \l "cite_note-CompressionRatioDigitalVideoandHD-2" [2]

 HYPERLINK "https://en.wikipedia.org/wiki/Data_compression_ratio" \l "cite_note-CompressionRatioHEVCdraft10-3" [3]

 HYPERLINK "https://en.wikipedia.org/wiki/Data_compression_ratio" \l "cite_note-CompressionRatioLogitechAVCStandard-4" [4]

 HYPERLINK "https://en.wikipedia.org/wiki/Data_compression_ratio" \l "cite_note-CompressionRatioSonyBroadcastApplications-5" [5]
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Thus a representation that compresses a 10MB file to 2MB has a compression ratio of 10/2 = 5, often notated as an explicit ratio, 5:1 (read "five" to "one"), or as an implicit ratio, 5/1. Note that this formulation applies equally for compression, where the uncompressed size is that of the original; and for decompression, where the uncompressed size is that of the reproduction.

Sometimes the space savings is given instead, which is defined as the reduction in size relative to the uncompressed size:
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Thus a representation that compresses a 10MB file to 2MB would yield a space savings of 1 - 2/10 = 0.8, often notated as a percentage, 80%.

Measuring Archive Terabytes for Distributed Platform Deployments
Optim Audit Information in Optim 11.7

See the Optim Data Growth Solution documentation, “Viewing Audit Information” here:

https://www.ibm.com/docs/en/iodg/11.7?topic=audit-viewing-information
See the OPTIM_DATA_CONSUMPTION_VIEW table.  Here is a sample query that will gather the historical uncompressed bytes archived:
SELECT 
  COUNT(1) AS "No of archival executions",
  SUM(DATA_BYTE_COUNT)/1024/1024 AS "Size of data archived in MB",
  SUM(ROWS_EXTRACTED) AS "No of rows archived" 
FROM optim_data_consumption_view where DATA_BYTE_COUNT != 0;
Optim Process Audit Facility in Optim 11.3

The Optim Process Audit Facility IS enabled by default in Optim Distributed 11.3.  Archive Request actions are captured in Extended Optim Directory tables.

Sample Query Extracting Archive Data Byte Size Against Audit Tables in Optim 11.3
The following is a sample query for extracting the Archive Data Byte Size data when the Optim Directory is stored in Db2 LUW.

CREATE VIEW V_OPTIM_ARCHIVE_REPORT

(

   FILE_GUID,

   FILE_NAME,

   TIMESTARTED,

   TIMEFINISHED,

   TIMEELAPSE,   

   DATA_BYTE_COUNT,

   TOTAL_ROWS_EXTRCTAED

)

AS

   SELECT DISTINCT

          TF.FILE_GUID,

          TF.FILE_NAME,

          TO_TIMESTAMP_TZ (TF.TIMESTARTED,

                           'YYYY-MM-DD"T"HH24:MI:SS.FF3-TZH:TZM')

             TIMESTARTED,

          TO_TIMESTAMP_TZ (TF.TIMEFINISHED,

                           'YYYY-MM-DD"T"HH24:MI:SS.FF3-TZH:TZM')

             TIMEFINISHED,

          TF.TIMEELAPSE,


 

          TF.DATA_BYTE_COUNT,



  TOTAL_ROWS_EXTRCTAED

     FROM OPTIM_TRANSACTION_CONTENT T,

          XMLTABLE (

             XMLNAMESPACES (

                'http://www.ibm.com/optim/report/v11.3.0.0' AS "ns1",

                'http://www.ibm.com/optim/common/v11.3.0.0' AS "ns2"),

             '/ns1:OptimReport'

             PASSING T.XMLDATA COLUMNS 

                     FILE_GUID  VARCHAR2 (50)

                        PATH 'ns1:ArchiveReport/ns1:archiveFile/@fileGUID',

                     FILE_NAME  VARCHAR2 (500)

                        PATH 'ns1:ArchiveReport/ns1:archiveFile/@name',

                     TIMESTARTED  VARCHAR2 (35)

                        PATH 'ns1:CommonContent/ns1:overview/@timeStarted',






 TIMEFINISHED  VARCHAR2 (35)

                        PATH 'ns1:CommonContent/ns1:overview/@timeFinished',

                     TIMEELAPSE  NUMBER

                        PATH 'ns1:CommonContent/ns1:overview/@timeElapse',






DATA_BYTE_COUNT NUMBER 







PATH 'ns1:ArchiveReport/ns1:archiveFile/@dataByteCount',






TOTAL_ROWS_EXTRCTAED NUMBER 







PATH 'ns1:ArchiveReport/ns1:summary/@totalRowsExtracted') AS TF

    WHERE

      XMLEXISTS

      (

        'declare default element namespace "http://www.ibm.com/optim/report/v11.3.0.0"; /OptimReport/ArchiveReport'

      PASSING T.XMLDATA

      );

Optim Process Audit Facility in Optim V9.1
The Optim Process Audit Facility is NOT enabled by default in Optim Distributed V9.1 and below, but for installations tracking Archive usage by TB, it is recommended that the audit facility be enabled.  When enabling the audit facility, the Actions and Utilities tabs list the processes for which audit records can be generated.   Audit records are generated only for processes that are selected on these tabs.  Below are the Actions and Utilities that Optim can audit in Optim V9.1.

	Actions
	Utilities

	· Archive Request

· Compare Request

· Convert Request

· Delete Request

· Extract Request

· Insert Request

· Load Request

· Report Request

· Restore Request

· Table Editor
	· Browse

· Create

· Import

· Export

· Optim Data Manager (ODM)


Enabling the Optim Process Audit Facility in Optim V9
Instructions for enabling the audit facility can be found in the Optim Installation and Configuration documentation, under Chapter 8, Product Options.  The Enable Process/Utility Audit checkbox should be checked and the appropriate Actions and Utilities should be enabled.  
For the case of application retirement / decommissioning, Archive Requests need to be enabled to track the amount of data that is archived or retired. 

[image: image4.emf] [image: image5.emf]
Optim Process Audit Records in Optim V9
Process Audit records are stored in the Optim Directory (internal Optim metadata database).  The audit table is the PSTAUDIT2 table.  The archive file data size is tracked in the XML attribute “outputFileDataByteCount".  This typically appears in the DATA2 column (see below).  Audit reports can be periodically run against this table to track TB sizes using any BI reporting tool or simply running a SQL query against the table, like SELECT * FROM OptimOwnerID.PSTAUDIT2.

[image: image6.png]Table Data Indexes Model Constraints Grants Stafistics

Query| |Count Rows | [Insert Row
EDIT DBALIAS CREATORID  TABLENAME  USERID
OPTI_CUSTOMERS  dwehiou
OPTI_CUSTOMERS  dwehiou

UlDefaults Triggers Dependencies SQL

PSTAUDIT2

_TYPE ACTION.DT SEQNO SUBSEQNO CHECKSUM
A stz 2 o -0s2103718
A stz 2 1 -0s2103718

DATA1

<2xmi version="1.0" encoding="UTF&"
7> <optimaudt
xmins:optim="hitp/wvvtbm.com

PROD" machine="BUWINT"
description="server="(Local)"
StarfTime="8/13/2012 7:59:42 AW'T>
<optimrepostory fype="OPT_DR"
name="OPTHDR'> <optim database
vendor="Oracke” version="10.20">
<lopimireposory> <optimentiies>
<optimentity type=

outputFieDataByteCount="2.125 W3'>]

DATAZ

Ioptim/audtv1.0.0°> <optim:soluton name="Data.
Growh version="8.1.0"> <optimr

Table"
‘name="0RACLEPROD.OPTI_CUSTOMERS™
FecordCount="3520°7> <loplimentiies>
<optimresut endTime="9/13/2012 7:59:43 AM"

<optimmessage fype="FO" count="0>
<optimmessage type="WARN

DATA3

untime name="Disirbuted version="5.1.0">
<optimcomponent name=" version="5.1.0"

* count="0's> <optimmessage type="ERR"
‘Count="0's> <ioptimresut> <lopfimaudt>

DATAS

1> <optimrequest
clentid="dwchiou”

type="Archive”




Archive Process Reports

Another option to track usage is through the Archive Process Reports.  The Archive Process Report is created after each archive process and reports on the archive file data size (see below).  These reports can be saved in a local file directory (user determined location) on the Optim Server.  A process to ensure these reports are saved to a common location and not deleted can be established to keep a history of the usage.  
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Using the Optim Directory for Optim V9 Audit
The Optim Directory automatically maintains a list of all created archive files, so cross-checking the Optim Directory is a way to ensure you have a complete list of archive process reports.   A list of all the archive files can be found by selecting the Directory Maintenance option.
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The view below provides a list and location of all the archive files and when they were created.
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Note:  Be aware that looking at the actual size of the archive files will often not match the size indicated in the archive process report.  This is because the archive file compresses user data.  Even when Optim compression is NOT selected, some simple user data compression may be performed.
Measuring Archive Terabytes for Optim Native z/OS Platform Deployments

Optim native z/OS provides a statistic for the uncompressed volume of user data in an Archive File, in the Optim Archive process report.  

These reports should be collected and preserved to document the total volume of data archived.

Here is a sample report.  The statistic about the size of the uncompressed user data is highlighted in bold red below.  It is entitled “Archive File Data Byte Count”:

                             ARCHIVE Process Report                              

Archive File          : USERID.DEMO2.PSTDEMO.ARCV 

Access Definition     : USERID.DEMO2.PSTDEMO 

Archive Retention Date: None 

Archive Expiration    : None 

Archive Description   : None 

Archive Group         : None

Created by            : Job USERID, using SQLID USERID on DB2 Subsystem DDAF

Time Started          : 2014-12-11 09.12.50 

Time Finished         : 2014-12-11 09.12.53
File Compression Impact : 

Archive File 

  Compression is not available on BASIC or LARGE format datasets. 

Process Options: 

  Process Mode        : Online 

  Archive Data using  : DB2 

  Limit Archive Rows  : 3000000 

Total Number of Archive Tables              : 5 

Total Number of Archived Rows               : 34888 

Total Number of First Pass Start Table Rows : 3520 

Archive file data byte count : 2,886,106 Bytes (0.003  GB) 

     Archived Object Types           Number 

     ------------------------------  ------
1    Table-List Tables                    5 

2    Related Primary Keys                 5
<Etc.>
Don’t Count: Archiving for Test Purposes
Licensees do not need to count terabytes against data that is used to validate Optim’s functionality.  For example, if a test environment is set up and test runs are performed, the Test archiving is not counted as consuming Archive TB resource.  In an Optim Distributed system, and assuming these test archive activities are sufficiently large as to significantly impact price, Optim records the Test as well as Production archiving, so Test archiving should be identified in a way that allows easy calculation and exclusion of the Test data volume.  In an Optim z/OS system they should be excluded from the manual recording and counting.
General Discussion of Measuring TDM and Data Privacy Terabytes for both Distributed and z/OS Data
The TDM or Data Privacy Terabyte volume to be measured is the total uncompressed size of the application data managed by Optim.   It is not based on the subset of data actually extracted or processed, but on the full application size.

Side note: Definition: Application

An Application is a set of executable code and the related artifacts (databases, files, network connectivity hardware and software, computer system hardware and software, storage hardware and software, etc) that must be available to run the code.  Typically, people refer to an application by a high level name like “the HR (Human Resources) application.”
Optim is concerned primarily about the structured data (in databases and files) related to an application.  

The TB pricing metric for Optim TDM and DP is based on the total volume of user data in the application.  It was intended to help clients who know what application(s) they want Optim to work on (to “manage”).  This is only one of several Optim metrics, and it may be inappropriate for some use cases.  For example if Optim DP is being used with an ETL tool like DataStage that moves data from many applications, it is probably less expensive, and easier to count, to license using a different metric like Optim server PVUs, not Terabytes.

Continuing:
Note that Distributed data servers often contain data for one application only.  It is therefore often reasonable when sizing a Distributed application to size all the user data on such a Distributed data server.  However, z/OS data sources like DB2 for z/OS usually contain the data for multiple applications, so sizing by individual application will typically save the customer money when their data is in z/OS sources.

TBs are “consumed” when Optim is used on an application’s data.  Once TBs of Optim TDM / DP are used to entitle Optim use on a particular application, they cannot be reused for another application, even if the original application is retired.

Best practices for audit readiness for TDM and DP include:

· Document the applications that are or have been managed by TDM / DP.  This is a historical list.

· Document the basis for the sizing of each application.  In other words, document how the total volume of uncompressed user data was computed or estimated for the application.

Optim supports heterogeneous data sources. That is, a solution can generally process a business object that consists of data from one or more data sources.  For Optim purposes, in theory the customer should add all z/OS data sources (DB2 for z/OS, VSAM, IMS, Sequential, Adabas, etc) in one bucket, and all Distributed data in another bucket, and purchase that many TBs of each solution.  However, the Optim license terms do not insist that Distributed product TBs must only be used on Distributed data, nor that z/OS product TBs only be used on z/OS data.  If the customer has both z/OS and Distributed data, then the customer should purchase at least 1 TB of each of the two solutions (both Optim X for z/OS and Optim X).  The purpose of the 1 TB each is to ensure the customer has all the needed code and support entitlement.  After that is done, they may allocate TBs between z/OS and Distributed as needed.

Many of the Optim supported data sources include administrative capabilities that allow you to measure and track the overall storage capacity of the data contained within this data source.   Here are some recommendations:

· Relational DBMSes generally gather and can provide the following statistics on a per table or per tablespace basis.  These values can be combined by multiplication or division (depending on how the compression ratio is expressed) to get a satisfactory estimate the total uncompressed data in the table:

· Average row length

· Note many DBMSes gather average COMPRESSED row length.

· Row compression ratio  

· Note many DBMSes do not gather this statistic but gather related statistics.

· Number of rows

· For file data sources, the actual file size can be obtained from the operating system.  Adjustments may need to be made if the data is compressed.

See the section below, about “Measuring TDM or Data Privacy Terabytes for Optim native z/OS platform deployments” for further information about measuring z/OS data sources.

Please note that in most cases a data source for TDM and Data Privacy will be a Production Database, but this is not always the case.   In some cases, a copy of the Production environment will be created and Optim used on the copy.  In these cases, the size of the Production copy user data should be measured. 

General Solution for Estimating Uncompressed Data Source Size for both Distributed and z/OS

The following process is reliable and highly defensible in an audit.  The main drawback is that it is a manual process for every table.  See discussion below after the procedure is described, for more on this point.

For any given data source (table or file), the underlying principle is to estimate the average uncompressed row length and multiply that by the number of rows.  

TDM and DP estimated uncompressed data volume in bytes = 
(Number of rows) x (Average uncompressed row length in bytes) 
The number of rows is easily obtained for any data source.  The hard part is estimating the average uncompressed row size.

Here is one general solution for estimating the average uncompressed row size for any data source (table or file).  It is a solid basis for audit readiness.  Note for audit readiness you should retain the calculation and TDM extract report:
1. Create an Optim TDM Extract against a subset of the ONE data source (table or file) for which you wish to estimate compression.  Use the Optim Access Definition panel to select, for example “Every Nth” row and / or a “Row Limit”.  For example, select every 500th row and limit the extract to a total of 10 000 rows.  

· Sampling 10 000 rows will be statistically reliable for even very large tables.  

· For small tables you can measure every row with this same method, by “sampling” with no row limit and zero in “Every Nth”-- processing every row.
2. Run the extract.  Use the extract report to find the actual number of rows extracted and the total uncompressed bytes of data extracted.  Divide the total bytes by the number of rows, to get the estimated average uncompressed row length.
Estimated average uncompressed row length = 


Total bytes extracted / Number of rows extracted

Estimating Total Uncompressed Data Volume Across Many Data Sources

Using the General Solution above, you can estimate the uncompressed size of some number of tables or files from a single data source (such as from a DBMS or file system).  Every table or file may have a different compression ratio.
You can then generalize using the average compression ratio for all tables or files in the given source.

You take the average of the measurements for the compression ratio.  Then you multiply the average compression ratio times the average compressed length of the row in any other tables or files in the same data source to get an estimate of the uncompressed data in those other tables or files.  Most DBMSes provide an average compressed row length.  Record your data.  This should provide a defensible audit - ready justification for your sizing.
Measuring TDM or Data Privacy Terabytes for Distributed Platform Deployments

See the introductory comments above about measuring TDM / DP TBs for both Distributed and z/OS applications.

Measuring TDM or Data Privacy Terabytes for Optim native z/OS platform deployments

First, see the introductory comments above about measuring TDM / DP TBs for Distributed applications.  There are comments applicable across both z/OS and Distributed data there.

Measuring TDM Terabytes for a native z/OS data source depends on the total uncompressed size of the data source.

 Note:  The z/OS operating system (DFSMS) can compress z/OS files.  Optim z/OS makes use of this system compression to compress Archive Files.  Users may also compress data sets which are an Optim data source.  The LISTCAT utility reports the actual (compressed) data set size and also the uncompressed data set size.  
1.  For VSAM and Sequential data: use the uncompressed z/OS file size as reported by LISTCAT.  This recommendation assumes the VSAM and Sequential data is not compressed programmatically.  Such compression is rare in our experience.  Optim does provide a user exit to handle compressing / uncompressing VSAM and Sequential data, so if compression is used it must be adjusted for.
2.  For DB2 for z/OS: first, see the sample DB2 for z/OS queries below.  They have been used at some customer sites to estimate uncompressed DB2 data volume.  The discussion here is about the theory.

DB2 statistics are useful.  First, however, you must ensure they are valid and recently run.  Then, for any table, simply multiply the average uncompressed row length times the number rows in the table.
Notes:
· DB2 has real time statistics as well as user statistics (RUNSTATS).  Real time statistics were stored in user defined tables in DB2 for z/OS 8, and in DB2 Catalog Tables since DB2 for z/OS 9.  Real time statistics are not always available, specifically for tables defined in older releases of DB2 and where the capability has not been explicitly enabled.  Also, they are gathered at the tablespace and indexspace level, and so the information is not necessarily available at the table level.  (DB2 is increasingly encouraging / requiring a 1 tablespace per table approach, but tablespaces may still have more than one table in them.)  We recommend using the real time statistics if available, since they are gathered automatically and are considered more reliable than RUNSTATS.  In the points that follow, however, there are also notes about RUNSTATS statistics.
· For RUNSTATS statistics: the date of the most recent run of statistics is in column SYSIBM.SYSTABLES.STATSTIME.  If statistics have not been run, the STATSTIME value is the minimum permitted value for a timestamp (0001-01-01.00.00.00.000000).  This column can be directly updated by an authorized user, so its validity should be checked with the customer DBA.
· For RUNSTATS statistics: the number of rows in the table is kept in the SYSIBM.SYSTABLES.CARDF column.  The value is -1 if statistics have never been run.  This column can be directly updated by an authorized user, so its validity should be checked with the customer DBA.
· If the DB2 tablespace is compressed, then the average row length for a table in the DB2 catalog (available in several tables, but the main one is SYSTABLES.AVGROWLEN) gives the compressed row length.  Optim consumption counts the uncompressed volume of data, so the compressed row length by itself is not useful in the Optim consumption calculation.

· To correct for DB2 tablespace compression, you can determine the compression ratio from a DB2 LOAD or REORG report and use it to compute the uncompressed average row length.  For example, if the compression ratio is 80% then the DB2 average row size (compressed) in SYSTABLES.AVGROWLEN must be multiplied by 1/(1-0.80) = 5.

· Another approach to measuring and correcting for compression is to use the SYSIBM.SYSTABLEPART.PAGESAVE entry.  This gives an approximation of the percent savings due to compression.  It’s an approximation because both the before compression and after compression values used to compute it include  overhead bytes in the DB2 data page.    Again, use the formula 1/(1-PAGESAVE/100)) and multiply that by the average (compressed) row length.

· Another option to determine row length is to add up the row length manually based on the individual columns.  The average row length of a variable length column can be queried in the DBMS using SQL. 
3.  For IMS, like DB2, for each segment type, use average segment length times number of segments and sum up across all segment types being managed by TDM.

Information for Sizing Specific Data Sources
Reasonable query for sizing Db2 for LUW data

select 
  current timestamp as CURRENT_TIMESTAMP, 
  sum(dp.npages * (1.0/(1.0 - (cast(dp.pctpagesaved as decimal(5,2))/100))) * ts.pagesize/1024/1024/1024) as UNCOMPRESSED_TABLE_DATA_GB,
  sum(ti.LONG_OBJECT_P_SIZE)/1024/1024 as LONG_GB, 
  sum(ti.LOB_OBJECT_P_SIZE)/1024/1024 as LOB_GB, 
  sum(ti.XML_OBJECT_P_SIZE)/1024/1024 as XML_GB, 
  sum( 
     (dp.npages * (1.0/(1.0 - (cast(dp.pctpagesaved as decimal(5,2))/100))) * ts.pagesize / 1024) +   
     ti.LONG_OBJECT_P_SIZE +
     ti.LOB_OBJECT_P_SIZE + 
     ti.XML_OBJECT_P_SIZE       
  )/1024/1024 as TOTAL_GB 
from 
  syscat.tables t join syscat.datapartitions dp on t.tabschema = dp.tabschema and t.tabname = dp.tabname 
  join syscat.tablespaces ts on dp.tbspaceid = ts.tbspaceid
  join table(sysproc.admin_get_tab_info(NULL, NULL)) ti on  ti.tabschema = dp.tabschema and ti.tabname = dp.tabname and ti.data_partition_id = dp.datapartitionid 
where 
  t.tabschema in ('SCHEMA1', 'SCHEMA2'); 

Here’s a result of testing the above query.  It seems to give a good upper bound result:

 
Here is the update from Tulasi:
 
Optim Data Byte Count = 12695556 Bytes (0.012 GB)
Query Byte Count = 17534848 Bytes Bytes (0.016 GB)
 
I have modified query by including only tables that are extracted and removed all /1024 as I wanted the count only in Bytes.
 
select 
  current timestamp as CURRENT_TIMESTAMP, 
  sum(dp.npages * (1.0/(1.0 - (cast(dp.pctpagesaved as decimal(5,2))/100))) * ts.pagesize) as UNCOMPRESSED_TABLE_DATA_GB,
  sum(ti.LONG_OBJECT_P_SIZE) as LONG_GB, 
  sum(ti.LOB_OBJECT_P_SIZE) as LOB_GB, 
  sum(ti.XML_OBJECT_P_SIZE) as XML_GB, 
  sum( 
     (dp.npages * (1.0/(1.0 - (cast(dp.pctpagesaved as decimal(5,2))/100))) * ts.pagesize) +   
     ti.LONG_OBJECT_P_SIZE +
     ti.LOB_OBJECT_P_SIZE + 
     ti.XML_OBJECT_P_SIZE       
  ) as TOTAL_GB 
from 
  syscat.tables t join syscat.datapartitions dp on t.tabschema = dp.tabschema and t.tabname = dp.tabname 
  join syscat.tablespaces ts on dp.tbspaceid = ts.tbspaceid
  join table(sysproc.admin_get_tab_info(NULL, NULL)) ti on  ti.tabschema = dp.tabschema and ti.tabname = dp.tabname and ti.data_partition_id = dp.datapartitionid 
where 
  t.tabschema in ('DB2ADMIN') and t.tabname in ('OPTIM_CUSTOMERS', 'OPTIM_SALES', 'OPTIM_DETAILS', 'OPTIM_ORDERS', 'OPTIM_ITMES',
  'OPTIM_US_PERSON', 'OPTIM_US_ADDRESSES', 'OPTIM_UK_PERSON', 'OPTIM_UK_ADDRESSES', 'OPTIM_AU_PERSON', 'OPTIM_AU_ADDRESSES')
 
This is query output:
[image: image10.jpg]" CLRRENT_TIMESTAMP  UNCOVPRESSED TABLEDATAGE LONGG3 10B.GB M. G8 TOTALGS
1 2021060909:12:26 17530880.00 o 3 0 175388.00




 
 
Regards,
Rick
Sample DB2 for z/OS queries for TDM and DP sizing
The following queries have been used at some IBM customer accounts to estimate uncompressed data size:

For non compressed tables

SELECT T.NAME, DEC((T.AVGROWLEN*T.CARDF/(1024*1024)),9,2)

FROM SYSIBM.SYSTABLES T

WHERE CREATOR = 'DDS0650' AND 

NAME IN ('CUST_ORDER_DETAIL_HIST');

For compressed tables

SELECT T.NAME,

SUM(DEC(((T.AVGROWLEN*TP.CARD/1048576)*(1/(1-(TP.PAGESAVE*.01)))),9,2))

FROM SYSIBM.SYSTABLES T, SYSIBM.SYSTABLEPART TP 

WHERE T.DBNAME = TP.DBNAME 

AND T.TSNAME = TP.TSNAME 

AND T.CREATOR = 'DDS0650' 

AND T.NAME IN ('CUST_ORDER_DETAIL_HIST') 

GROUP BY TP.DBNAME,TP.TSNAME,T.NAME;

Sizing Teradata for TDM and DP

At present we don’t have sample jobs or queries for Teradata size estimation.  As of August 2015 we would try the approach, for each table in an application, of multiplying:

Total Uncompressed User Data = Compressed Data Volume  X  Compression Ratio

Teradata provides the “Compressed Data Volume” for a table, or for the part of a table in an AMP, in the CurrentPerm column available in several Teradata Data Dictionary tables (DiskSpace for example).
For the “Compression Ratio”: Teradata provides a utility called “ferret”.  It appears that a ferret command including the keywords FERRET UNCOMPRESS ESTIMATE will provide the information needed to compute the compression ratio of a table.  It’s not clear how to most easily automate the capture of the results of the ferret utility.

The next step for Teradata is to create an automated process for this computation, for a given table.  And then of course to automate running the same process for all tables in the application.
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